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Abstract. The expansion of Al workloads intensifies the energy demand
of data centers, resulting in rising operational costs and environmental
impacts. Although various approaches aim to enhance energy efficiency,
existing solutions remain fragmented and as a consequence, organizations
lack integrated transparency and actionable guidance to manage the
performance—energy trade-offs of Al operations holistically. This study
introduces an Information Systems perspective to enable cost-effective
and energy-efficient Al operations in data centers through decision sup-
port systems. Employing a Design Science Research (DSR) methodology,
a first design cycle is conducted that includes the development of a pro-
totype consolidating energy-related information while providing decision
support for cost-effective and sustainable Al inferencing. The prototype
artifact is evaluated through practicing experts, indicating its usefulness
in increasing transparency and supporting energy-aware operational deci-
sions. The findings inform a set of design principles for decision support
systems that foster sustainable Al operations in data centers.

Keywords: Sustainable Al Operations + Decision Support Systems -
Energy-Efficient Data Centers + Information Systems Engineering -
Design Science Research + AT Optimization

1 Introduction

Workloads of Artificial Intelligence (AI) increasingly dominate data center oper-
ations and drive massive energy consumption. According to the International
Energy Agency (IEA), the global demand for electricity for data centers might
double, while the figure for Europe could almost increase threefold by 2030
[18,23]. At that point in time, data centers and their hosted Al applications will
account for 13% of the global energy consumption [30]. Although training Al
models currently accounts for the biggest part of Al energy consumption, the
consumption by inference will rise to 60-70% [24]. The shift is driven by the scale
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of real-time inference requests, which run continuously and at high utilization
levels, unlike episodic training cycles. This raises operational costs in data cen-
ters and aggravates environmental impacts, creating pressure on organizations
to optimize both cost and environmental sustainability performance, in terms of
energy-efficiency and CO; reduction [38,39]. In parallel, European regulations
further intensify the need for sustainable and cost-effective data center opera-
tions by defining maximum Power Usage Effectiveness (PUE) values for existing
and new data centers [11].

Energy-efficient AI operations require coordinated decisions across models,
workloads, hardware and infrastructure layers [62], e.g., reduction of parameters
in Al models while maintaining accuracy, adapted to optimal hardware configu-
rations. Current practice lacks tools that support decision makers in simultane-
ously balancing economic (cost, performance) and ecological (energy, COs) pri-
orities; they rather focus only on single aspects, without end-to-end transparency
[34,55]. Related technical and operational works tackled the issue by focusing on
algorithmic efficiency [22,33,49], hardware layers [9,21,27,56] or infrastructure
utilization [43]. Finally, cost, performance and carbon trade-offs remain opaque,
limiting the ability to make informed deployment decisions [8]. These shortcom-
ings are reflected in a lack of methodological support for designing DSS that
enable concrete energy-performance trade-offs in Al operations, which opens up
research potential for the Information Systems (IS) domain.

There is a growing body of work in IS on sustainable and green IS
design, e.g., on designing sustainable blockchain IS, influencing user behavior
or on design principles for cognitive processes for environmental sustainability
[17,32,44,53,54]. However, these design principles are either broad and systemic,
or focused on specific issues, neglecting operational trade-offs of AI workloads
and thereby limiting generalizability to AI operations in data centers [51,63].
Therefore, existing work provides valuable high-level guidance but does not
operationalize domain-specific metrics, constraints, or optimization logic rele-
vant to Al workload management. Existing sustainability-oriented design prin-
ciples do not operationalize the specific domain logic, metrics, or constraints of
AT workload optimization, while technical approaches remain siloed. Therefore,
no methodological support exists to construct Decision Support Systems (DSS)
that help operators manage energy-efficient and cost-effective Al in data centers.

This work adopts a design science research (DSR) approach and conducts
one DSR cycle to derive design principles for DSS supporting energy-efficient and
cost-effective Al operations in data centers. Based on established DSR, guidelines
[42], objectives are derived from related work and qualitative interviews, imple-
mented and demonstrated through an online prototype. After the evaluation
through experts, the paper yields design principles for IS that support energy-
efficient Al operations. This paper thereby aims to answer the research question
(RQ): How should decision support systems be designed to support operators in
managing the energy-performance trade-offs of AI workloads in data centers?
By following the DSR approach, leading to methodological support, we provide
empirically grounded design principles for DSS that optimize Al energy con-
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sumption in data centers. The approach integrates environmental sustainability
and economic efficiency in operational decision-making. We thereby extend the
IS sustainability stream by detailing how environmental sustainability and eco-
nomics principles can be instantiated in a technically complex domain. The paper
is structured as follows: first, we present the DSR methodology. The following
sections are structured around the DSR process, i.e., problem identification and
motivation, definition of the solution objectives, design and development of the
prototype as technical artifact, its demonstration and evaluation. We provide
design principles before we conclude the paper.

2 Methodology

We adopt DSR [20] to develop an artifact and derive design principles for DSS to
support organizations in managing the energy efficiency and cost-effectiveness of
AT workloads in data centers. DSR is appropriate in this context, as it addresses
socio-technical challenges that require prescriptive knowledge and instantiations
[20,42]. We follow the methodology by Peffers et al. (2007) [42] (cf. Fig.1),
covering the five methodological steps of (1) problem identification and moti-
vation, (2) definition of solution objectives, (3) design and development of the
artifact, (4) demonstration of its use, and (5) artifact evaluation. Building on
the acquired knowledge of this first build-and-evaluate cycle, we derive design
principles accordingly.

Fig. 1. Research approach according to Design Science Research Methodology (DSRM)
by Peffers et al. (2007) [42].

To identify the problem space and gather existing domain knowledge, we con-
ducted a literature analysis and semi-structured, qualitative expert interviews
(n=>5) with practitioners from data center operations [12]. The literature search
was performed using the databases Scopus, Web of Science, ACM Digital Library,
IEEE Xplore, AIS eLibrary and Google Scholar to ensure broad disciplinary cov-
erage across Information Systems, computer science, and energy research, focus-
ing on publications from 2010 to 2024. We used a combination of keywords like
“sustainability”, “data center”, “energy efficiency”, “Artificial Intelligence”, “Al”,
“AT workloads”, “economic”, “decision support”’. The literature analysis synthe-

sizes findings on AI models and their environmental impact, metrics used to
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measure and control Al operations in data centers, as well as current practices
and approaches towards increasing the sustainable operation of Al algorithms
while ensuring cost-effectiveness and energy-efficiency. Based on the synthesis,
the results section shows current shortcomings.

To enrich the findings, expert interviews were conducted online via Microsoft
Teams in February and March 2024. The interviews lasted between 45 and
60 min. A semi-structured interview guideline was used, allowing in-depth ques-
tions and a natural conversational flow [16]. The guideline covered current sus-
tainability practices, operational challenges, regulatory pressures, and future
pathways for cost-effective, energy-efficient, and ecologically responsible Al oper-
ations in data centers. The interview guide was pre-tested with a data center
representative to ensure clarity and relevance. We applied a purposive sampling
strategy to ensure that participants could provide rich, practice-based insights
into data center operations and AI workloads. Participants were recruited
via email through existing industry contacts and professional networks of the
research team and in broader association with the ESCADE research project;
they were eligible only if they had strategic or operational responsibility within
data centers. All subjects signed an informed consent form. The interviews were
audio-recorded, transcribed verbatim and analyzed using Quirkos software. We
applied a sequential, case-by-case qualitative content analysis [12], followed by
a cross-case analysis. Due to the exploratory nature of the study, the cod-
ing process was inductive [58]. First, descriptive codes were generated directly
from the raw transcripts; categorical codes were formed by grouping descrip-
tive codes that addressed similar issues within each interview. Finally, broader
themes were developed across all cases. The resulting themes included comput-
ing power requirements, cooling and infrastructure constraints, sustainability
practices, applications of Al for sustainability, regulatory developments, hard-
ware considerations, and operational challenges specific to AI workloads in data
centers. The initial coding was conducted by a junior researcher who conducted
the interviews and discussed and refined with one representative of the author
team.

To ensure methodological rigor, we adhered to established qualitative quality
criteria based on the credibility model [31], including transparent documenta-
tion of the analysis procedure, researcher triangulation, and iterative validation
of emerging themes. Based on the knowledge identified in step 1, we built on
requirements engineering practices [46] to derive initial design principles for the
prototype for step 3. Next, we design the artifact, i.e., the DSS architecture. The
artifact is demonstrated in step 4 by implementing the online prototype “EAVE”
combining Python, React and FastAPI. It was made publicly accessible and
demonstrated at two fairs - one focused on industry and one on sustainability.
In step 5, experts evaluated the prototype. We combined a questionnaire-based
evaluation with insights from fair discussions, while taking Maxwell’s five threats
to validity into account, adapted to our setting [36]. The questionnaire incorpo-
rated the constructs of ease of use, performance expectation, effort expectation,
framework conditions [60,61], system- and information quality [14], decision sup-
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port (DS) [3], as well as intention to use and proposals for further development.
It was implemented using Microsoft Forms. The setting begins with an informed
consent form, approved by an IRB. Then, a five minute short video! of the
prototype was provided that describes its functionality. Participants had the
option to further test the prototype directly. Most questions were answered on
a 7-point-Likert scale, with some open questions (e.g., for further development
proposals). During fairs, the questionnaire was used as a guide for discussions
with practitioners. For the evaluation, a pre-configured computer vision model
and hardware setup was used as a common reference scenario to ensure com-
parability across participants while allowing exploratory interaction with the
prototype. After step 5, we analyze the validity of the initially derived design
principles and extend them based on practitioner feedback.

3 Identification and Motivation of Problem

In step 1 of the DSR process, we provide a synthesis of literature analysis and
mirror them with results from expert interviews (n=5). All interviewees (I) have
strategic or operational responsibility within small and medium-sized data cen-
ters. With IT or electrical engineering backgrounds, I1, 12, and I5 have exten-
sive professional experience (25 years), whereas I3 and 14 contribute early- to
mid-career perspectives. The coding process yielded themes of computing power
requirements, cooling and infrastructure constraints, environmental sustainabil-
ity practices, Al applications, regulatory developments, hardware considerations,
and operational challenges specific to Al workloads in data centers. The follow-
ing paragraphs synthesize literature- and interview-based findings to identify
and motivate the problems in decision support for cost-effective and energy-
efficient AI operations in data centers. After a first paragraph on the general
rising energy needs in data centers, each paragraph provides a key insight based
on the synthesis of findings that inform the design principles.

The increasing energy demand of data centers and the expanding use of Al
create ecologic and economic challenges. In 2030, data centers might account
for 13% of the global energy consumption [30]. The rise in computing power for
AT systems is linked to the increasing number of their parameters, yielding to
higher energy consumption and C'O emissions [1]: training a single AT model
can emit as much COs as five cars in their lifetime [57]. Related work calls
for approaches that weigh the benefits of AI models against ecological factors,
energy consume and economic efficiency [47,59]. The interviewees confirm that
computational demand continues to rise. They expect Al workloads to signifi-
cantly increase energy requirements and are preparing for Al-driven high-density
racks, underscoring that infrastructural capacity planning is influenced by Al

Multi-layer Drivers of Energy Consumption in Data Centers. The
energy footprint of data centers is shaped by interdependent layers such as IT
load, hard- and software efficiency, and cooling systems. Servers consume up to

! https://www.youtube.com/watch?v=Sc-Te_ G3xbA.
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80% of peak power at 20% utilization, highlighting inefficient energy propor-
tionality [5,41,64]. Servers and cooling systems consume the majority of energy
[35]. The interviews add that electricity use is the dominant environmental and
economic factor, while cooling is one major operational challenge. While it is
stated difficult to switch off devices for longer time, as “they last longer when
they’re running”, they also consume energy when idle, leading to overhead costs.
Key insight: energy consumption needs to be modeled across multiple layers.

Influence and Heterogeneity of AT Workloads. Training and inferenc-
ing large AI models requires millions of GPU-hours [40], while hardware effi-
ciency also varies across CPUs, GPUs, and TPUs. Interviews reinforce this com-
plexity. While AT workload shares are still comparatively low, operators observe
that the relative energy demand of Al jobs is disproportionately high. Hard-
ware heterogeneity increases operational uncertainty. Data centers must prepare
for diverse configurations, without clear visibility on future demand: “We are
preparing ourselves for everything...CPU, GPU,... it is unclear what share each
will have in the future.” These trends align with related work [19], that under-
cores the variability due to frameworks, batch sizes and low-level optimizations.
Key insight: there is a need for robust model- and hardware-level comparison
capabilities.

Geographic and Temporal Variability. CO; intensity of electricity varies
across regions, from 20g C'O2/kWh in hydro-based grids to 736 g CO5/kWh in
coal-based regions [2]. Further, cooling efficiency strongly depends on local cli-
mate and can reduce total energy consumption by up to 49% [6]. Interviewees
confirm these operational dependencies. Operators describe how outside temper-
ature affects cooling modes and overall efficiency: “We can work longer without
compressors at lower outside temperatures.” And they also underline that energy
prices, influenced seasonally and politically, significantly affect operational deci-
sions. Key insight: environmental sustainability and cost assessments must
integrate temporal and spatial factors, rarely supported by existing tools.

Lack of Transparency and Integrated Metrics. Existing single-standing
metrics such as PUE often neglect IT productivity and performance [50]. The
reporting of energy and C'Os values in Al research are inconsistent and incom-
plete [19]. Within the interviews, it is noted, that existing systems do not reflect
workload-specific efficiency: “Whether or not the customer calculates something
meaningful and efficient...I can’t tell.” Key insight: there is an insufficient
transparency and missing workload granularity, reinforcing the need for inte-
grated, interpretable environmental sustainability and economics analytics.

Regulatory Pressure and Economic Constraints. Electricity prices and
regulatory requirements shape operational decisions. The EU Energy Efficiency
Directive mandates that data centers must measure and report their PUE start-
ing January 1, 2025; and requires specific thresholds. Also, ESG reporting, pro-
curements on renewable energy use and energy use disclosure require efficient
use of energy. Operators confirm this and stress the economic need to optimize
energy usage due to price volatility: “It’s mainly the energy and electricity prices
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(...) that’s why we need to operate efficiently.” Key insight: DSS solutions are
needed that integrate cost, energy and emissions.

Absence of Integrated Decision Support for AT Operations. Existing
tools remain siloed: PUE captures facility overheads, energy calculators focus
on single metrics [34,55], other approaches focus solely on algorithmic efficiency,
hardware layers or performance [9,21,22,27,33,49,56]. The interviewees confirm
this gap by expressing needs for configuration comparisons, transparency and
decision support, to be able to operate data centers energy-efficient and cost-
effective in the future while “covering the power requirements for customers at
the same time.” Key insight: operators lack tools that are capable of evaluating
trade-offs across performance, cost, and sustainability for AI workloads.

4 Definition of Solution Objectives

Based on the insights gained in step 1, we systematically derived the solution
objectives for the artifact. The solution objectives are formulated as initial design
principles (DP1-7)(cf. Table1), as well as their implications for step 3, i.e., the
development of the artifact architecture. Table 1 summarizes the seven initial
design principles and provides the evidence based on interviews, i.e., by giving
the interviewee ID, and literature. The purpose of this step is to translate the
identified problem space into actionable design principles that guide the design
of a DSS addressing the specified shortcomings.

To derive the design principles, we linked the domain challenges to potential
design implications in the form of mechanisms that a DSS would need to pro-
vide in order to effectively address the observed problems. This process draws
on criteria commonly applied in DSR: relevance, feasibility, and alignment with
the identified problem context. Each objective was validated and refined by tri-
angulating it with (a) qualitative evidence from interviews, (b) insights from
the literature analysis, and (c) specific sustainability, cost, and energy-efficiency
challenges documented in related studies on Al and data centers. The resulting
initial design principles (DP1-DP7) capture the core functionalities required to
enable decision-makers to evaluate and optimize the performance-energy trade-
offs of AI workloads. For each solution objective, we identified the corresponding
design implications that specify how these objectives can be instantiated in the
architecture design of the artifact. Table 1 summarizes this derivation by struc-
turing each objective alongside its design implications and supporting evidence
base. These objectives provide the conceptual foundation for the subsequent
design and development of the artifact architecture in step 3.
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Table 1. Results of step 2: Overview on initial design principles, design implications

and evidence.

Design Principle Implication Evidence
Interviews|Literature

DP1: Enable transparent Integrate multi-layer energy [I1-13, I5 |[19,21,25,28,50]
assessment of energy modeling combining IT load
consumption of Al inference |[(TDP, nodes, inference time),
workloads cooling demand

(weather-based multipliers),

and infrastructure overhead

(UPS, idle consumption).
DP2: Support cost-energy  |Include electricity market 11-13 [2,35,50,56]
aware operational prices, temporal deployment
decision-making variation, carbon intensity,

and facility energy modeling

to evaluate cost—-CO2;—PUE

trade-offs.
DP3: Provide environmental [Integrate region-specific 11, 13 [2,6,19,35,48]
sustainability-aware, carbon intensity, geo-weather
location- and season-specific |datasets (temperature,
deployment recommendationshumidity, solar radiation),

and deployment metadata

(DC scale) to model

spatial-temporal effects.
DP4: Allow comparison of  [Incorporate benchmark-based|I1, I3, 15 |[29,40,57]
models and hardware model footprints, hardware
configurations profiles, and runtime metrics

to compare energy, C'O2,

cost, accuracy, and latency

across configurations.
DP5: Provide Apply probabilistic modeling [I3-15 [15,19,48]
uncertainty-aware predictions|(BNNs) to capture
for robust decision-making  |uncertainty in PUE, energy,

and cost predictions under

variable environmental and

workload conditions.
DP6: Enable multi-objective [Use optimization techniques 12, I3, I5 |[10,37,52]
optimization across accuracy, to compute Pareto frontiers
energy, cost, and efficiency |over model size, inference

time, accuracy, cost, and

emissions; include

compressed models via

distillation, pruning,

quantization.
DPT: Provide actionable Implement transparent 11-15 [29,57]

decision support for
operators with clear,
interpretable outputs

visualization of metrics
(PUE, energy, CO2, cost),
trade-offs, and optimal
configurations; support
comparison across scenarios.
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5 Design and Development of Artifact Architecture

Based on the solution objectives derived in step 2, we designed the architecture
of the envisioned DSS as a multi-layer decision support system.

Fig. 2. Architecture of EAVE illustrating the measure, predict and optimize modules.

The system is structured into three core modules: Measure, Predict and
Optimize. Figure 2 illustrates the system architecture. The Measure module
aggregates and harmonizes multi-layer data, including hardware configurations,
model parameters and footprints, facility parameters, electricity market prices,
carbon intensity, and weather data. The design integrates these sources into a
unified energy and cost model capable of estimating IT energy, facility energy,
and CO, emissions for an inference configuration. Furthermore, a causal effect
analysis is integrated to understand the impact of incremental changes in con-
tinuous variables such as weather, TDP, or throughput on PUE and energy con-
sumption. This allows for uncertainty-aware estimation of causal effects, enabling
robust evaluation of how continuous operational changes influence PUE.

Fig. 3. EAVE “Measure” Module, showing the initial hardware configuration chosen.

The Predict module provides the prediction of an optimal setting based
on the chosen configuration in the Measure module. It estimates optimal values
for cost, energy and C'O2 emission by varying season and location of inferencing
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of AT models. To address DP5 (uncertainty), the module is designed around a
Bayesian Neural Network, allowing predictions to incorporate uncertainty due
to environmental variability, workload changes, and hardware characteristics.
EAVE’s dataflow integrates MLPerf-based benchmark profiles of model/task
performance with hardware specifications and contextual inputs (location and
weather) into a unified feature vector for Bayesian prediction and causal analy-
sis. We evaluate the BNN using a held-out test split against classical regression
baseline achieving R? = 99.71 % and RMSE = 0.0140 (vs. RMSE =0.099, R? =
90.63 % for regression). Also, model adequacy is assessed via posterior predictive
checks with 1000 simulations [7].

The Optimize module addresses DP6 through a multi-objective optimiza-
tion design. It enables to evaluate model variants, e.g., original and compressed
versions, along accuracy, latency, CO- footprint, energy consumption and costs.
The architecture is able to process compressed models generated through knowl-
edge distillation or quantization pipelines. The design includes a curated multi-
layer dataset linking model characteristics, hardware specifications, environmen-
tal variables, electricity prices, and carbon intensity. The architecture incorpo-
rates a dataflow pipeline connecting raw inputs to energy and cost estimation
functions, and Bayesian Neural Network-based predictive models. This mod-
ule visualizes Pareto fronts for PreActResNet-18 and ViT across original and
compressed variants (NAS, distillation, quantization). Accuracy and latency are
measured, while energy, cost, and COy are estimated from modeled data cen-
ter impacts. Trade-offs are computed with NSGA-IT using non-dominated sort-
ing over (-accuracy, latency, model size, operational cost) to obtain the Pareto
front. Overall, the architecture operationalizes the solution objectives as follows.
The unified multi-layer data model ensures transparency (DP1) and integrated
trade-off modeling (DP2). Weather- and location-specific inputs enable spatio-
temporal sustainability and cost predictions (DP3). Furthermore, the modular
structure supports the comparison of heterogeneous models and hardware com-
binations (DP4). Next, probabilistic modeling provides uncertainty-aware ana-
lytics (DP5), while multi-objective optimization is implemented for systematic
trade-off handling (DP6). Finally, the architecture will enable visualization inter-
faces for interpretability and decision support (DP7).

6 Artifact Demonstration: Implementation
and Demonstration of DSS Prototype

To demonstrate the applicability of the designed artifact, we implemented a pub-
licly available online prototype of “EAVE - Energy Analytics for Cost-Effective
and Sustainable Operations” that instantiates the architecture presented in Step
3. The prototype operationalizes the Measure (cf. Fig. 3), Predict, and Optimize
(cf. Fig.5) modules and allows users to configure AI workloads, select model-
hardware combinations, explore deployment locations and times, and inspect the
resulting sustainability metrics (cf. [26]).
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Fig. 4. EAVE “Measure” Module, showing the energy analytics summary including
costs, energy consumption, PUE value, C'O2 equivalents and emissions for inferencing
an image classification model for three months.

To instantiate the architecture, we curated datasets reflecting model, hard-
ware, environmental, and market characteristics (cf. Table 2). MLPerf [45] infer-
ence tasks and corresponding model traces were used to represent realistic Al
workloads across different domains (e.g., image classification, text generation).
Additional experiments were conducted for PreActResNet, Vision Transform-
ers and Llama 3.3 70B-Instruct. Environmental data covering multiple coun-
tries (e.g., Germany, Austria, France, Italy, USA) were collected, simulating
seasonal variation in temperature, humidity, solar radiation, and wind speed.
Carbon intensities ranged from 20g to 820g C'Oy equivalent per KWh depending
on region. Electricity prices (2015-2025) were sourced from national wholesale
markets. The datasets enabled the simulation of cross-country, -season and -
hardware energy-cost dynamics. All datasets were transformed into a unified
feature representation by merging model, hardware, environment, and location
information.

The prototype was implemented as an interactive web-based application
using Python, React and FastAPI. The backend combines deterministic com-
putations for energy, cost, and emissions with probabilistic predictions from the
Bayesian Neural Network. The frontend visualizes the resulting metrics using
comparative charts, maps, and Pareto diagrams, enabling users to explore tem-
poral and spatial deployment scenarios, as well as analyzing performance-energy-
tradeoffs. EAVE? is publicly available online and supported by a demo video®
and open-source code?, enabling reproducibility and transparency in line with
the principles of responsible Al tooling. EAVE targets data center operators
with domain expertise in Al hardware and models. We assume operators have
detailed knowledge of the hardware and Al workloads, and can control oper-
ational parameters such as hardware configurations, workload placement and
timing, and selected facility operating modes.

2 https://eave.dfki.de.
3 https://youtu.be/jRWI1eDIf4Eg.
4 https://github.com/InformationServiceSystems /EAVE/.
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Table 2. Compact overview of data categories, the usage in EAVE and sources

Category Use Details (Source/Example)

AT Model details Estimate compute demand |MLPerf benchmark
for AT models

Hardware Calculate energy usage e.g., NVIDIA H100, TDP:
300W

Environmental DataModel cooling load Temperature, Humidity, wind
speed, solar radiation

Power Calculate total facility energy/Based mainly on cooling and

computation IT load

Carbon Intensity  |Estimate emissions Region-specific hourly CO*
data

Location, Scale Model deployment context |Small, Large or medium sized
DC

Electricity Costs Estimate operational cost National market prices”

*https://app.electricitymaps.com/map/72h /hourly
P https://www.smard.de/home

Fig. 5. EAVE “Optimize” Module, visualizing trade-off analysis through Pareto opti-
mization.

During demonstrations, users can select an AI model, configure hardware,
choose deployment regions, and specify temporal settings (cf. Fig. 3). EAVE then
displays predicted PUE, energy use, cost, and emissions within the Energy Ana-
lytics Summary (cf. Fig. 4). Below the summary, the single values are explained
in more detail. The “Predict” tab then proposes an optimal setting, i.e., different
time or places to inference Al models more energy- and cost-efficient. Finally, the
Optimize tab (cf. Fig.5) shows AI model analyses in detail and how compres-
sion techniques can reduce costs and environmental impacts, visualized through
a scatter-plot with pareto optima. The prototype was also demonstrated at two
fairs, one industry-focused, one sustainability-focused, allowing practitioners to
interact with the system and provide feedback on usability and decision rele-
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vance. These demonstrations complement the structured evaluation described in
Sect. 7.

7 Artifact Evaluation

The evaluation combines results from a questionnaire-based expert evaluation
of the tool with the input from fair discussions. The sample includes 11 partic-
ipants, mostly male and between 26 and 65 years old, predominantly in man-
agerial roles, with substantial experience in data center operations. Respondents
came mainly from medium and large organizations across IT, business, research,
education, and consulting. Al is productively used in 91% of the organizations;
sustainability played an important role in 63.7% of their strategies. Participants
explored and interpreted the prototype’s outputs using a pre-configured vision
inference workload and hardware setup. No scripted tasks were given to pre-
serve the exploratory evaluation. The questionnaire-based results were analyzed
descriptively to capture patterns in the responses [4,13]. With the question-
naire as a guideline, practitioner feedback was collected during multiple EAVE
demonstrations at fairs. A form captured organizational background, perceived
industry relevance, applicable problem areas, and qualitative comments, with
notes recorded immediately after each interaction for consistency.

EAVE was perceived as technically stable and responsive (mean (m)=5.0),
easy to learn and operate (m=>5.4), and visually clear (m=>5.3). Key metrics such
as PUE, CO, emissions, and cost were considered understandable and trace-
able. Respondents further indicated that the tool supports structured decision-
making by helping them consider relevant criteria such as energy efficiency, cost,
and sustainability (m=4.9) and by enabling faster and more informed decisions
(m=4.6). Perceived usefulness showed mixed but generally positive patterns,
with around half of the respondents expecting decision-quality improvements.
Behavioral intention was more guarded, which aligns with the early-stage nature
of the prototype and its lack of integration into existing enterprise systems. Par-
ticipants also identified several features that would increase adoption willing-
ness, including integration with existing monitoring systems, enhanced explain-
ability, automated optimization, and improved comparison functionalities. In
sum, the quantitative findings suggest that EAVE is perceived as technically
robust, easy to use, and decision-relevant, while also highlighting areas for fur-
ther refinement, particularly regarding integration depth and advanced analytic
capabilities. The qualitative feedback enriches the questionnaire-based findings
by providing insights into the current limitations of EAVE’s modeling and deci-
sion logic. It is mainly based on discussions with four data center operators
located in Germany and United Kingdom. First, experts noted that the PUE
values generated by the prototype are higher than typical operational values and
inconsistent with regulatory thresholds. They attributed this to missing infras-
tructure parameters, such as cooling system types, load-dependent efficiency
curves, and more detailed representations of data center design. These devia-
tions arise because PUE is calculated from modeled facility energy as the ratio
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of total facility load to IT load. Cooling and power overheads are estimated with
generic, weather-dependent multipliers rather than site-specific cooling curves
or part-load efficiency profiles, and IT energy is scaled using token-based work-
load extrapolation (e.g., per-token inference costs projected to seasonal token
volumes). Second, spatial and temporal modeling was considered too coarse.
Country-level climate data and month-based temporal settings were perceived
as insufficient for realistic workload planning, prompting suggestions for site-
specific environmental data and annualized sustainability metrics. Third, practi-
tioners emphasized that carbon accounting should allow operator-specific param-
eters (e.g., Guarantees of Origin, Renewable Energy Factor), as grid-average
carbon intensity does not reflect actual emissions for many European data cen-
ters. Fourth, participants highlighted that the current sustainability assessment
focuses exclusively on electricity-related emissions and should be expanded to
include additional dimensions such as water use, refrigerant leakage, embodied
emissions, and waste heat reuse. Finally, experts stressed the need for greater
transparency and documentation of input parameters, particularly for abstract
factors such as the cooling load, to ensure correct interpretation. Collectively,
these insights highlight key areas where the system’s analytical robustness, gran-
ularity, and interpretability can be enhanced - forming the basis for the design
principles developed in the next section.

8 Design Principles

Based on the insights from the first design-and-evaluate cycle, we derived nine
design principles (DP) that guide the development of DSS for energy-efficient
and cost-effective Al operations in data centers (cf. Table 3).

The majority of initial DPs (cf. Table1) was supported, but beneath two
design principles, targeting the comparison of model-hardware configurations
(DP4) and uncertainty-aware predictions (DP5) in Table1, the DPs had to
be either merged or extended to provide better decision support through arti-
facts developed based on these DPs. For example, the support of performance-
energy trade-offs for operational decision-making and multi-objective optimiza-
tion across different parameters were merged, as the pure display of cost- and
energy-information needs to be extended to a real decision-making basis, evolv-
ing in DP 6 (cf. Table 3). In addition, the location- and season-specific deploy-
ment was described to be not sufficient and therefore generally “time-sensitive”
analytics should be offered, e.g., yearly or weekly, depending on specific user
needs. The final set of design principles shown in Table 3, including its rationales.
The design principles provide prescriptive guidance for the design of DSS that
integrate multi-layer sustainability analytics, support model-hardware compari-
son and optimization, and enable transparent, explainable, and context-sensitive
decision-making. While grounded in inference-focused scenarios, the principles
are formulated in order to generalizes to broader Al operations, guiding future
development cycles of EAVE and related systems.
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Table 3. Derived Design Principles and their Rationales.

Design Principle Rationale

DP1: Integrate multi-layer  |Overcomes fragmented visibility by linking IT load, model
energy and resource modeling|characteristics, hardware behavior, cooling systems, and
infrastructure overhead into a unified energy perspective.

DP2: Provide location- and |Reflects strong geographic and seasonal variation in climate,
time-sensitive sustainability |electricity prices, and carbon intensity; avoids misleading results

analytics from coarse country- or month-based assumptions.

DP3: Enable transparent Supports decision-making across heterogeneous infrastructures
comparison of by comparing accuracy, latency, parameter count, energy use,
model-hardware cost, and emissions, including compression and batching effects.
configurations

DP4: Support power- and Allows realistic evaluation of TDP limits, power capping, and
performance-aware hardware performance-power configurations to optimize thermal behavior
control and reduce energy consumption.

DP5: Incorporate Accounts for variability in environmental conditions, workload
uncertainty-aware predictions behavior, and hardware performance, reducing overconfidence
and enabling robust operational decisions.

DP6: Provide multi-objective |Clarifies trade-offs by identifying Pareto-optimal configurations
optimization and trade-off  |across accuracy, cost, latency, energy, and emissions; reduces
visualization cognitive load for operators.

DPT7: Allow operator-specific |Grid-average carbon intensity often misrepresents actual
carbon accounting emissions; including Renewable Energy Factor (REF), green
energy procurement, and Guarantees of Origin improves
regulatory and practical relevance.

DP8: Extend sustainability |Improves ecological completeness by incorporating additional
modeling beyond electricity |dimensions such as water usage effectiveness (WUE), refrigerant

consumption leakage, embodied emissions, and waste heat reuse.

DP9: Ensure interpretability [Supports trust and correct use by explaining parameter

and explainability of definitions, assumptions, and causal drivers behind predicted
sustainability analytics energy, cost, and CO2 outcomes.

9 Conclusion

This paper addressed the challenge of developing design principles for DSS to
support managing the performance-energy trade-offs of Al workloads in data
centers by conducting a first design cycle within a DSR methodology. Based on
the problem analysis and qualitative interviews, we derived seven initial design
principles and instantiated them in EAVE, a prototype DSS. It integrates multi-
layer energy modeling, spatio-temporal sustainability analytics, uncertainty-
aware predictions, and multi-objective optimization. The evaluation through
experts indicates that the artifact enhances transparency of energy, cost, and
emission dynamics, supports structured decision-making, and is perceived as
technically robust and easy to use. The evaluation also revealed concrete areas
where the analytical depth, granularity, and interpretability of the system can
be improved. Building on these insights, we ended up with nine design principles
that provide prescriptive guidance for DSS supporting energy-efficient and cost-
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effective Al operations. The main limitations lie in the shortcomings of initially
defined design principles that have been overcome through the proposition and
refinement of the same. The design principles form the basis for future work,
i.e., further build-and-evaluate cycles. In addition, future work should test the
design principles in different settings and evaluate resulting artifacts in longitu-
dinal field settings with larger user samples to assess its organizational impact,
as well as to refine the emerging design theory. This work contributes to the IS
sustainability literature and lays the foundation for more comprehensive DSS
that support cost-effective and energy-efficient Al operations in data centers.
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